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Abstract 
This study examined the problem of reactive, rule-bound, and opaque fraud detection in financial records, where 
fraudulent transactions and manipulated accounting entries are frequently identified only after loss has 
occurred, where fixed rule engines generate high false-positive rates, and where machine-learning models, when 
deployed, often function as black boxes that analysts cannot interpret or trust. The purpose of the study was to 
assess how a Machine Learning–Based Fraud Detection framework, integrating unsupervised anomaly 
identification with supervised predictive risk scoring, influences fraud detection performance in financial 
records. A quantitative, cross-sectional, case-based design was adopted, and data were collected through a 
structured five-point Likert-scale questionnaire from 142 valid respondents out of 160 distributed 
questionnaires, representing an 88.8% valid response rate. The sample included fraud analysts and 
investigators, data scientists and machine-learning engineers, auditors and forensic accountants, risk and 
compliance officers, and financial-systems managers, with 66.9% directly involved in fraud-detection or risk-
scoring activities. The key variables were anomaly detection modeling, predictive risk scoring, feature 
engineering and data quality, model validation and performance, analyst and institutional engagement, 
framework design quality, and fraud detection performance. The analysis plan included descriptive statistics, 
reliability testing using Cronbach's alpha, Pearson correlation, regression modeling, a framework maturity 
index, and a fraud risk-control priority matrix. The headline findings showed that all major constructs were 
rated high, with fraud detection performance recording the highest mean score of 4.21, followed by predictive 
risk scoring at 4.15 and framework design quality at 4.11. Reliability was acceptable to excellent, with 
Cronbach's alpha values ranging from 0.81 to 0.93. Correlation results showed significant positive 
relationships, including r = 0.78 between framework design quality and fraud detection performance. Regression 
results confirmed that the model explained 71.4% of the variance in fraud detection performance, R² = 0.714, 
adjusted R² = 0.702, F(6,135) = 56.12, p < 0.001. Framework design quality was the strongest predictor, β = 
0.34, followed by predictive risk scoring, β = 0.26, and anomaly detection modeling, β = 0.24. The findings 
imply that financial institutions should strengthen anomaly detection modeling, calibrated risk scoring, feature 
engineering, model validation, and analyst engagement to improve the accuracy, transparency, and 
trustworthiness of machine-learning fraud detection. 
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INTRODUCTION 
Fraud detection in financial records refers to the process of identifying transactions, journal entries, or 
account behaviors that are illegitimate, deceptive, or indicative of financial crime, using methods that 
distinguish these rare and deliberately concealed events from the far larger volume of legitimate 
activity. In modern financial institutions, fraud detection is closely associated with the analysis of 
payment and card transactions, account-takeover attempts, financial-statement manipulation, and 
money-laundering patterns, whose undetected occurrence can produce direct monetary loss, 
regulatory penalties, and erosion of institutional trust (ACFE, 2022). Machine learning provides a data-
driven foundation for this task by learning statistical patterns of normal and fraudulent behavior from 
historical records, rather than relying solely on fixed rules (Ngai et al., 2011). Within a machine-learning 
framework, fraud detection is commonly organized around two complementary strategies: 
unsupervised anomaly identification, which flags observations that deviate markedly from learned 
patterns of normal behavior, and supervised predictive risk scoring, which assigns each record a 
calibrated probability of being fraudulent based on labeled examples (Chandola et al., 2009). In 
practical terms, combining anomaly identification with predictive risk scoring treats fraud detection 
not as a static rule-matching exercise but as an adaptive, evidence-based, and auditable process in 
which statistical signals, model reasoning, and analyst judgment are reconciled rather than kept 
separate. 
Formally, unsupervised anomaly detection assigns to each record an anomaly score that measures how 
far the observation departs from a model of normal behavior, and flags the record when that score 
exceeds a threshold. For a reconstruction-based detector such as an autoencoder, the anomaly score is 
the reconstruction error between the input and its reconstruction, as given in Equation (1): 

 
 

(1) 

Here, x is the observed record, x-hat is its reconstruction from the learned model of normal behavior, 
a(x) is the resulting anomaly score, and tau is a decision threshold above which the record is flagged 
for further scoring. Because fraudulent records are rare and were never used to define normal behavior, 
they tend to reconstruct poorly and therefore receive high anomaly scores, which makes reconstruction 
error an effective, label-free first-stage filter (Pang et al., 2021). 
Isolation-based methods provide a complementary, tree-structured route to anomaly scoring that is 
well suited to high-dimensional financial data. An isolation forest scores a record by how easily it can 
be separated from the rest of the data through random partitioning, on the premise that anomalies 
require fewer splits to isolate, as expressed in Equation (2): 

 
 
(2) 

In Equation (2), the expected path length to isolate a record is normalized by an average path length 
term, so that scores near one indicate likely anomalies and scores well below one indicate normal points 
(Liu et al., 2008). Together, reconstruction-based and isolation-based detectors give the framework a 
robust, unsupervised first stage that narrows the vast volume of records to a smaller candidate set for 
supervised scoring. 
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Figure 1: Machine Learning–Based Fraud Detection Framework Using Anomaly Identification 
 

 
 
The significance of a machine-learning approach is connected to the scale, velocity, and adversarial 
nature of financial fraud. Financial institutions process enormous volumes of transactions in which 
fraudulent events are extremely rare, so detection systems must find a very small number of illicit 
records among millions of legitimate ones without overwhelming investigators with false alarms (Dal 
Pozzolo et al., 2015). Fraud is also adversarial and non-stationary (Hasan & Uddin, 2022; Mohiul & 
Badrul, 2022): perpetrators continuously change their methods to evade detection, which causes the 
statistical patterns of fraud to drift over time and degrades models that are not retrained (Gama et al., 
2014). Traditional rule-based systems, though transparent, struggle with this scale and adaptivity 
because they generate high false-positive rates and cannot easily capture the complex, evolving 
interactions among features that characterize sophisticated fraud (Bolton & Hand, 2002). Machine-
learning methods offer a way to move from static rules toward adaptive, probabilistic detection, but 
their adoption in high-stakes financial settings has been constrained by class imbalance, the cost of 
labeling, concept drift, and, critically, a lack of transparency in the models themselves (Rudin, 2019). 
Anomaly identification and predictive risk scoring provide the central methodological foundation for 
this research because together they frame fraud detection as an adaptive, auditable activity that begins 
with data and feature characterization and continues through anomaly detection, scoring, explanation, 
investigation, and periodic retraining (Abdallah et al., 2016). The combined approach requires 
institutions to move from reactive, post-loss discovery toward anticipatory, evidence-based 
intervention, while retaining the ability to interrogate model reasoning. Studies of fraud-detection 
systems repeatedly show that their value depends on both model quality and the quality of the features 
and labels supplied to them, and that a detector is only as reliable as the data engineering and validation 
that support it (Bhattacharyya et al., 2011). Concerns about interpretability are especially important in 
finance because a model can appear accurate on historical data while remaining impossible to explain, 
audit, or defend to regulators, which undermines analyst trust and institutional acceptance (Barredo 
Arrieta et al., 2020). 
Background of the Study 
The background of this study is rooted in the persistent and growing cost of financial fraud and the 
limitations of the tools traditionally used to combat it. Organizations lose a substantial share of annual 
revenue to fraud, and losses are frequently detected late, long after the fraudulent activity began, when 
recovery is difficult (ACFE, 2022). For decades, detection relied heavily on manual review and fixed 
rule engines that flag transactions exceeding predefined thresholds or matching known fraud 
signatures. While transparent and easy to audit, such rules are brittle: they miss novel fraud schemes, 
generate large numbers of false positives that burden investigators, and require constant manual 
updating as fraud evolves (Bolton & Hand, 2002). 
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Machine learning has emerged as a means of overcoming these limitations. The availability of large 
transaction histories, improved computational resources, and advances in learning algorithms have 
made it feasible to model normal and fraudulent behavior at a scale and subtlety that rules cannot 
match (Ngai et al., 2011). Anomaly-detection methods can surface previously unseen fraud without 
labeled examples, while supervised classifiers such as gradient-boosted trees and neural networks can 
assign calibrated fraud probabilities when labels are available (Chen & Guestrin, 2016). Combining 
these approaches within a single framework allows institutions to catch both known and emerging 
fraud while prioritizing investigator attention through risk scores. In the accounting domain, 
quantitative indicators have long been used to flag likely financial-statement manipulation (Beneish, 
1999), providing an early precedent for model-based fraud detection (Amir & Chapal, 2022; Abdur & 
Iftekhar, 2021). 
Despite this promise, the deployment of machine-learning fraud detection faces distinctive challenges. 
Fraudulent records are extremely rare relative to legitimate ones, creating severe class imbalance that 
biases naive models toward predicting everything as legitimate (He & Garcia, 2009). Labels are costly 
and delayed, since confirming fraud requires investigation. Fraud patterns drift as adversaries adapt, 
so models degrade unless retrained (Lu et al., 2019). And because financial decisions are heavily 
regulated, institutions are reluctant to act on model outputs they cannot explain. The background of 
this study therefore reflects both the technical maturity of anomaly detection and risk scoring and the 
institutional need for a framework in which detection is accurate, adaptive, transparent, and embedded 
in analyst workflows (Lockey et al., 2021). 
Problem Statement 
The central problem addressed by this study is that fraud detection in financial records remains largely 
reactive, rule-bound, and opaque, so that preventable losses may go undetected when anomaly 
detection modeling, predictive risk scoring, feature engineering, model validation, and analyst 
engagement are weakly implemented. Although the technical capability to detect anomalies and score 
fraud risk has advanced substantially, its translation into accurate, trustworthy, and adoptable practice 
has lagged (Kanti & Rony, 2022; Sadia et al., 2022). Machine-learning models, when deployed, often 
function as black boxes whose reasoning analysts cannot interrogate, which limits trust, complicates 
regulatory justification, and impedes adoption (Rudin, 2019). At the same time, systems tuned only for 
accuracy on imbalanced data may achieve misleadingly high scores while missing rare fraud or 
flooding investigators with false positives (Hand, 2009). 
This problem matters because financial institutions operate under strong accountability and regulatory 
requirements, and because the consequences of undetected fraud include direct monetary loss, 
regulatory penalties, and reputational harm. A framework that produces accurate predictions but 
cannot explain them may still fail to be adopted, while a framework that is interpretable but poorly 
validated or trained on imbalanced, low-quality data may produce misleading or unstable results. The 
study therefore investigates how an integrated machine-learning framework combining anomaly 
identification and predictive risk scoring influences the accuracy, transparency, and reliability of fraud 
detection, and which technical and institutional factors most strongly shape framework performance. 
Objectives of the Study 
The general objective of this study was to assess how a machine learning–based fraud detection 
framework, integrating unsupervised anomaly identification with supervised predictive risk scoring, 
influences fraud detection performance in financial records. The specific objectives were: to examine 
the influence of anomaly detection modeling on framework design quality; to assess the relationship 
between predictive risk scoring and fraud detection performance; to evaluate the effect of feature 
engineering and data quality on fraud detection performance; to determine the role of model validation 
and performance in strengthening detection reliability; to test the effect of framework design quality 
on fraud detection performance; and to examine the role of analyst and institutional engagement in 
improving detection outcomes. A further objective was to identify framework maturity levels and 
fraud risk-control gaps across the detection lifecycle. 
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Research Hypotheses 
Six hypotheses guided the study. H1 proposed that anomaly detection modeling has significantly 
influenced framework design quality. H2 proposed that predictive risk scoring has a significant 
positive relationship with fraud detection performance. H3 proposed that feature engineering and data 
quality have significantly influenced fraud detection performance. H4 proposed that model validation 
and performance have significantly improved detection reliability. H5 proposed that framework design 
quality has significantly predicted fraud detection performance. H6 proposed that analyst and 
institutional engagement has significantly strengthened fraud detection performance. 
Significance of the Research 
This research is significant because it addresses a practical and consequential gap between the technical 
maturity of machine-learning fraud detection and the institutional need for accurate, transparent, and 
adoptable systems in finance (West & Bhattacharya, 2016). By treating anomaly identification and 
predictive risk scoring as components of a single, adaptive framework, the study offers a way to move 
beyond opaque, single-method detection toward an integrated approach that institutions can adopt, 
justify, and defend. The findings are relevant to fraud analysts, data scientists, auditors, risk and 
compliance officers, and regulators who must make high-stakes decisions about flagged transactions. 
The study also contributes to the broader literature on trustworthy machine learning for financial crime 
by empirically examining which technical and institutional factors most strongly influence framework 
performance, and by developing a framework maturity index and a fraud risk-control priority matrix 
that translate statistical results into actionable improvement priorities (Perols, 2011). 
LITERATURE REVIEW 
Fraud in Financial Records and Its Detection 
The literature on financial fraud consistently emphasizes that fraudulent activity spans several distinct 
but interacting typologies, each with its own signature in the data. Payment and card fraud involves 
unauthorized transactions that often deviate from a customer's spending pattern (Golam & Amir, 2023; 
Tohidul, 2023); account takeover involves the compromise of legitimate credentials and subsequent 
anomalous behavior; financial-statement manipulation involves the deliberate misstatement of 
accounting entries to mislead stakeholders; and money laundering involves layered transactions 
designed to obscure the origin of illicit funds (Ngai et al., 2011). Studies of these typologies stress that 
they are rare, deliberately concealed, and adaptive, which distinguishes fraud detection from 
conventional classification problems (Abdallah et al., 2016). Recent systematic reviews of machine-
learning fraud detection document the rapid growth of the field (Ali et al., 2022), including a wide 
range of anomaly-detection techniques surveyed specifically for financial applications (Hilal et al., 
2021). 
 

Figure 2: Interacting Fraud Typologies in Financial Records 
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Research repeatedly highlights the adversarial and non-stationary character of fraud (Golam & Amir, 
2023; Tohidul, 2023). Because perpetrators actively adapt to evade detection, the statistical relationship 
between features and fraud drifts over time, so that a model trained on past data degrades as new 
schemes emerge (Gama et al., 2014). This dynamic distinguishes fraud detection from static prediction 
tasks and motivates frameworks that continuously monitor, retrain, and adapt, rather than treating the 
detection model as fixed once deployed (Lu et al., 2019). 
Anomaly Identification Methods 
Anomaly detection has a long history as a label-free approach to surfacing suspicious behavior. Surveys 
of the field distinguish statistical, distance-based, density-based, and model-based methods, each 
defining normality differently and flagging deviations accordingly (Chandola et al., 2009). Density-
based approaches such as the local outlier factor score a point by comparing its local density to that of 
its neighbors (Breunig et al., 2000), while one-class support vector methods learn a boundary enclosing 
the region of normal data (Schölkopf et al., 2001), and ensemble methods such as random forests 
provide robust supervised baselines for comparison (Breiman, 2001). Isolation forests take a 
fundamentally different, partition-based view, isolating anomalies through random splits (Liu et al., 
2008), and deep methods, building on advances in deep learning (LeCun et al., 2015), learn compressed 
representations whose reconstruction error signals abnormality (Pang et al., 2021). 
The literature is candid about the challenges of anomaly detection for fraud. Because anomalies are 
defined relative to normal behavior, benign but unusual activity can generate false positives, and the 
absence of labels makes threshold selection difficult (Ruff et al., 2021). These limitations mean that 
anomaly detection is most effective as a first-stage filter that narrows the candidate set, to be followed 
by supervised scoring that incorporates known fraud labels. The reliability of an anomaly-based stage 
therefore depends heavily on feature quality, threshold calibration, and validation, all of which the 
present study treats as elements of modeling and data quality (Badrul & Mominul, 2023; Hossan & 
Adar, 2023). 
 

Figure 3: Two-Stage Detection Pipeline — Anomaly Identification to Risk Scoring 
 

 
 
Predictive Risk Scoring and Supervised Learning 
Supervised learning provides the second stage of the framework, assigning each record a calibrated 
probability of fraud from labeled examples. The predictive risk score is commonly expressed as the 
model's estimated posterior probability of fraud, passed through a logistic link, as shown in Equation 
(3): 

 

 

(3) 

In Equation (3), f-theta is the learned scoring function, and the sigmoid maps its output to a probability 
r(x) that the record is fraudulent (Cortes & Vapnik, 1995). Gradient-boosted decision trees and deep 
neural networks have become the dominant scoring models because they capture complex, non-linear 
feature interactions characteristic of fraud (Chen & Guestrin, 2016). Realistic modeling studies show 
that scoring must account for delayed and imbalanced labels as they arise in live card-fraud streams 
(Dal Pozzolo et al., 2018), and sequence-based approaches further exploit the temporal structure of 
transaction histories (Jurgovsky et al., 2018). Because fraud is rare, the scoring model must be trained 
with attention to class imbalance, which is commonly addressed through cost-sensitive loss functions 
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that weight the minority class more heavily, as given in Equation (4): 

 

 

(4
) 

In Equation (4), w-one and w-zero are class weights that penalize missed fraud more heavily than false 
alarms, y-i is the true label, and r(x-i) is the predicted probability (Krawczyk, 2016). Alternatives such 
as synthetic oversampling of the minority class further mitigate imbalance (Chawla et al., 2002), and 
generative approaches synthesize realistic minority examples to improve classification (Fiore et al., 
2019). Reviews of imbalanced learning emphasize that failing to address imbalance produces models 
that appear accurate overall while missing the rare fraud cases that matter most (He & Garcia, 2009). 
The evaluation of fraud detection models requires metrics suited to rare events, since overall accuracy 
is misleading when the positive class is a tiny fraction of the data. The literature recommends precision, 
recall, and their harmonic mean, together with precision-recall curves, as expressed in Equation (5): 

 

 

(5
) 

Precision measures the fraction of flagged records that are truly fraudulent, recall measures the fraction 
of fraud that is caught, and the F1 score balances the two (Saito & Rehmsmeier, 2015). Because the cost 
of a missed fraud typically differs from the cost of a false alarm, the literature also emphasizes cost-
sensitive and ranking-based evaluation (Provost & Fawcett, 2001), and cautions against relying on the 
area under the ROC curve alone when classes are highly imbalanced (Hand, 2009). 
 

Figure 4: Balancing Detection Rate and False Positives under Class Imbalance 
 

 
 

Explainability and Trust in Fraud Models 
A recurring theme in the recent literature is that accuracy alone is insufficient for high-stakes financial 
decisions; models must also be interpretable (Rudin, 2019). Explainable AI methods address this by 
providing human-interpretable accounts of model behavior. Post-hoc methods such as local surrogate 
explanations (Ribeiro et al., 2016) and additive feature-attribution methods (Lundberg & Lee, 2017) 
estimate the contribution of each feature to a prediction. For fraud detection, such attributions answer 
the analyst's central question of why a transaction was flagged, converting an opaque score into an 
auditable explanation. The Shapley value that underlies additive attribution assigns each feature a 
contribution equal to its average marginal effect over all feature orderings, as given in Equation (6): 
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(6) 

In Equation (6), F is the feature set, S is a subset excluding feature k, and the combinatorial weight 
ensures a fair allocation of the prediction across features (Barredo Arrieta et al., 2020). By making the 
drivers of each risk score visible, feature attribution supports analyst trust, regulatory justification, and 
the accountable use of automated fraud detection. 
 

Figure 5: Fraud Risk as the Intersection of Anomaly, Likelihood, and Impact 
 

 
 
Theoretical Framework: A Dynamic Detect–Score–Explain–Act (DSEA) Loop 
Rather than treating the framework as a static arrangement of technical and social components, this 
study advances a dynamic theoretical model in which machine-learning fraud detection is understood 
as a continuous, adversarial-aware, adaptive loop. The proposed Detect–Score–Explain–Act (DSEA) 
loop integrates three complementary theoretical lenses: socio-technical systems theory, which holds 
that technical and human subsystems must be jointly optimized rather than treated separately (Trist, 
1981); resilience engineering, which frames reliable performance as a system's ongoing capacity to 
anticipate, monitor, respond to, and learn from disturbance (Hollnagel et al., 2006); and technology-
trust and vigilant-decision theory, which explains whether and how automated outputs are accepted 
and acted upon by the analysts who rely on them (Davis, 1989). The novelty of the DSEA loop is that it 
treats these lenses as interacting forces that circulate through the framework in a repeating cycle, and 
it explicitly incorporates the adversarial dynamics that make fraud detection distinct from other 
prediction tasks. 
The loop is organized around five interacting phases that continuously feed one another. In the detect 
phase, unsupervised anomaly identification surfaces records that deviate from learned normal 
behavior (Amir, 2024; Risha & Khalid, 2023). In the score phase, supervised models assign calibrated 
fraud probabilities to the flagged candidates. In the explain phase, feature-attribution methods 
translate scores into human-interpretable reason codes (Lundberg & Lee, 2017). In the act phase, 
analysts triage and investigate flagged cases, and their dispositions determine the institution's 
response. In the adapt phase, confirmed-fraud labels and analyst feedback are fed back to retrain the 
models, closing the loop. Because each phase both depends on and reshapes the others, the framework 
is inherently dynamic rather than linear, and its performance emerges from the quality of circulation 
around the whole loop rather than from any single stage (Hossan, 2024; Shima Ali et al., 2024). 
At the center of the loop sits vigilant adaptation, the system's capacity to learn and reconfigure in the 
face of an adaptive adversary (Amir, 2025; Zaman, 2024). Unlike conventional predictive pipelines, the 
DSEA loop treats concept drift not as noise but as the expected consequence of adversarial behavior: as 
fraudsters change tactics, the statistical patterns of fraud shift, and the framework must continuously 
incorporate new labels to remain effective (Gama et al., 2014). This adversarial-drift feedback 
distinguishes the DSEA framework from static fraud-detection systems and motivates the study's 
treatment of both technical constructs, such as anomaly detection modeling and predictive risk scoring, 
and human-institutional constructs, such as validation and analyst engagement, as mutually 
dependent determinants of fraud detection performance rather than as separate inputs (Weick & 
Sutcliffe, 2007). 
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Figure 6: The Dynamic Detect–Score–Explain–Act (DSEA) Loop 
 

 
 
Conceptual Framework 
Drawing on the reviewed literature and theoretical perspectives, the conceptual framework of this 
study positions fraud detection performance as the dependent variable, influenced by six independent 
and mediating constructs. Anomaly detection modeling and predictive risk scoring represent the core 
technical capabilities of the framework. Feature engineering and data quality, together with model 
validation and performance, represent the methodological rigor that converts raw records into 
trustworthy, actionable predictions (Bhattacharyya et al., 2011). Analyst and institutional engagement 
represents the socio-technical context that determines whether outputs are trusted and acted upon. 
Framework design quality functions as an integrating construct that captures how coherently these 
elements are combined, and it is expected to be the strongest direct predictor of fraud detection 
performance. The framework proposes that stronger implementation of each construct, circulating 
together through the dynamic DSEA loop, produces more accurate, transparent, and actionable fraud 
detection for financial institutions. 
 

Figure 7: Predictive Conceptual Framework for Fraud Detection Performance 
 

 
 
METHODS 
This study adopted a quantitative, cross-sectional, case-based research design to examine how a 
machine learning–based fraud detection framework, integrating unsupervised anomaly identification 
with supervised predictive risk scoring, influences fraud detection performance in financial records. 
The quantitative approach was selected because the study measured relationships among key variables 
using numerical data collected through a structured questionnaire. The cross-sectional design was 
appropriate because data were gathered from respondents at a single point in time, while the case-
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based approach enabled the research to focus on financial institutions and analytics teams where 
anomaly detection, machine learning, and risk scoring have been applied or considered relevant for 
fraud detection. 
The case context focused on financial environments such as banking and payments, credit and lending, 
insurance claims, and corporate accounting, where fraud detection depends heavily on the analysis of 
transactions, ledgers, and account behavior. These settings were selected because they generate large 
volumes of records in which fraud is rare, concealed, and adaptive, making them well suited to 
machine-learning detection. The study considered these environments suitable because an anomaly-
and-scoring framework is highly relevant to their fraud-prevention, investigation, and regulatory-
compliance needs. 
The population of the study consisted of professionals involved in fraud analytics, data science, 
auditing, forensic accounting, risk management, compliance, and financial-systems administration. 
The unit of analysis was the individual professional respondent who possessed knowledge or 
experience related to anomaly detection, machine learning, risk scoring, or fraud investigation in 
financial records. The study used a purposive sampling strategy because respondents needed specific 
technical or institutional knowledge to provide valid responses. Where possible, the sample included 
fraud analysts and investigators, data scientists and machine-learning engineers, auditors and forensic 
accountants, risk and compliance officers, and financial-systems managers. 
The data-collection procedure involved a structured questionnaire distributed to selected respondents 
electronically or physically. Before data collection, respondents were informed about the academic 
purpose of the study, voluntary participation, confidentiality, and anonymity. The collected responses 
were reviewed for completeness, consistency, and suitability before analysis, and incomplete or invalid 
responses were excluded to maintain data quality. 
 

Figure 8: Research Methodology 
 

 
 
The instrument design was based on a five-point Likert scale ranging from 1 = Strongly Disagree to 5 
= Strongly Agree. The questionnaire included sections on demographic profile, anomaly detection 
modeling, predictive risk scoring, feature engineering and data quality, model validation and 
performance, analyst and institutional engagement, framework design quality, and fraud detection 
performance. 
A pilot test was conducted before the main survey to assess the clarity, relevance, wording, and 
technical suitability of the questionnaire items. Feedback from the pilot test was used to improve 
ambiguous or repetitive items. Validity and reliability were ensured through expert review and 
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statistical testing. Content validity was supported by aligning questionnaire items with the study 
objectives and fraud-detection concepts, while reliability was tested using Cronbach's alpha, with a 
value of 0.70 or above considered acceptable. 
Internal consistency was quantified using Cronbach's alpha, defined in Equation (7), where K is the 
number of items in a construct, the numerator sums the individual item variances, and the denominator 
is the variance of the summed scale: 

 

 

(7) 

Values approaching unity indicate that the items measure a common underlying construct, and the 0.70 
threshold reflects the conventional lower bound for acceptable reliability. 
For data analysis, statistical software was used for coding, descriptive statistics, reliability analysis, 
correlation analysis, and regression modeling. A spreadsheet application was used for initial data 
cleaning, tabulation, and organization of responses, and reference-management software was used for 
citation organization and APA formatting. 
Two model specifications underpinned the analysis. First, framework design quality was 
operationalized as a weighted composite of its constituent construct means, as shown in Equation (8), 
where each construct mean is weighted by a non-negative weight summing to one: 

 

 

(8) 

Second, the influence of the six predictors on fraud detection performance was estimated with the 
multiple linear regression model in Equation (9), where FDP denotes fraud detection performance, each 
X-k is a predictor construct, and the error term is assumed normally distributed with zero mean and 
constant variance: 

 

 

(9) 

The standardized coefficients beta-k reported in the regression results express the relative predictive 
strength of each construct, and the coefficient of determination R-squared quantifies the proportion of 
variance in fraud detection performance jointly explained by the six predictors. 
FINDINGS 
Response Rate 

Table 1: Response Rate of the Survey 
Survey Status Frequency Percentage 

Questionnaires distributed 160 100.0% 
Questionnaires returned 152 95.0% 
Invalid/incomplete responses 10 6.3% 
Valid responses used for analysis 142 88.8% 

The response-rate results in Table 1 showed that the study achieved a strong and acceptable level of 
participation from professionals involved in fraud analytics and financial risk. Out of 160 
questionnaires distributed, 152 responses were returned, representing a return rate of 95.0%. After 
screening for completeness, consistency, and suitability for statistical analysis, 10 responses were 
removed because they contained missing values, incomplete Likert-scale answers, or inconsistent 
response patterns. As a result, 142 valid responses were retained for final analysis, producing an 
effective valid response rate of 88.8%. 
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This response rate was considered suitable for a quantitative, cross-sectional, case-based study because 
it provided enough data to conduct descriptive statistics, reliability analysis, correlation analysis, and 
regression modeling. The response rate also strengthened the credibility of the findings because the 
respondents represented relevant professional groups connected to fraud analytics, data science, 
auditing, forensic accounting, risk, compliance, and financial-systems administration. From a socio-
technical perspective, the strong response rate suggested that the selected professional population 
showed meaningful engagement with fraud-detection issues and provided sufficient institutional 
insight into technical capability, model interpretability, validation practices, and analyst engagement. 
The valid sample of 142 respondents therefore provided a dependable foundation for examining the 
study objectives and hypotheses, allowing the research to test whether anomaly detection modeling, 
predictive risk scoring, feature engineering, model validation, analyst engagement, and framework 
design quality significantly contributed to fraud detection performance. 
Demographic and Professional Profile of Respondents 
Table 2 presented the demographic and professional characteristics of the 142 respondents included in 
the analysis. The results indicated that the sample was technically relevant to the research topic because 
the largest group of respondents consisted of fraud analysts and investigators, accounting for 25.4% of 
the sample. This was followed by data scientists and machine-learning engineers at 21.8%, auditors and 
forensic accountants at 19.7%, risk and compliance officers at 18.3%, and financial-systems managers 
at 14.8%. This distribution was useful because a machine-learning fraud-detection framework depends 
on multiple professional roles rather than one technical group alone. Fraud analysts and investigators 
are typically involved in triaging alerts, investigating cases, and providing dispositions. Data scientists 
and machine-learning engineers contribute expertise in model development, feature engineering, and 
validation. Auditors and forensic accountants contribute knowledge of accounting manipulation and 
evidence standards. Risk and compliance officers contribute governance, regulatory, and 
accountability perspectives. Financial-systems managers contribute knowledge of data pipelines, 
system integration, and deployment. The experience profile also strengthened the study because 43.0% 
of respondents had more than six years of experience, while 41.5% had four to six years of experience. 
In addition, 66.9% of respondents reported direct involvement in fraud-detection or risk-scoring 
activities, while 33.1% had indirect involvement. 
 

Table 2: Demographic and Professional Profile of Respondents 
 

Profile Variable Category Frequency Percentage 

Job role Fraud analysts/investigators 36 25.4% 
Job role Data scientists/ML engineers 31 21.8% 
Job role Auditors/forensic accountants 28 19.7% 
Job role Risk & compliance officers 26 18.3% 
Job role Financial-systems managers 21 14.8% 
Work experience 1–3 years 22 15.5% 
Work experience 4–6 years 59 41.5% 
Work experience Above 6 years 61 43.0% 
Involvement Direct involvement 95 66.9% 
Involvement Indirect involvement 47 33.1% 

 
This profile supported the validity of the findings because the study depended on respondents who 
understood anomaly detection, risk scoring, feature engineering, validation, and fraud investigation. 
From a socio-technical perspective, the sample reflected a cross-functional system in which reliable 
fraud detection depends on communication, expertise, technical awareness, and coordination among 
different professional groups. The respondent profile was therefore appropriate for addressing the 
study objectives and testing the hypotheses. 
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Figure 11: Respondent Profile by Job Role and Work Experience 
 

 
Descriptive Statistics of Study Variables 
 

Table 3: Descriptive Statistics of Study Variables Based on Five-Point Likert Scale 
Study Variable Mean SD Interpretation Rank 

Fraud detection performance 4.21 0.54 Very High 1 
Predictive risk scoring 4.15 0.58 High 2 
Framework design quality 4.11 0.57 High 3 
Anomaly detection modeling 4.08 0.61 High 4 
Analyst and institutional engagement 4.03 0.63 High 5 
Model validation and performance 3.99 0.66 High 6 
Feature engineering and data quality 3.92 0.69 High 7 

Likert interpretation guide: 1.00–1.80 = Very Low, 1.81–2.60 = Low, 2.61–3.40 = Moderate, 3.41–4.20 = High, 4.21–5.00 = Very High. 

 
Table 3 showed the descriptive statistics for the major study variables measured through the five-point 
Likert scale. All variables recorded mean scores above the neutral midpoint of 3.00 and within the high-
to-very-high range, suggesting that respondents generally agreed that machine-learning fraud-
detection practices, anomaly detection, risk scoring, feature engineering, validation, analyst 
engagement, and detection performance were positively present in the selected financial context. Fraud 
detection performance recorded the highest mean of 4.21 with a standard deviation of 0.54, reaching 
the very-high band and indicating that respondents perceived early detection, false-positive control, 
calibrated risk, and faster investigation as relatively strong. Predictive risk scoring recorded a mean of 
4.15, showing that calibrated probability scoring and prioritization were perceived as well 
implemented. Framework design quality followed with a mean of 4.11, suggesting agreement that the 
coherent combination of technical and institutional elements supported detection goals. Anomaly 
detection modeling recorded 4.08, analyst and institutional engagement recorded 4.03, and model 
validation and performance recorded 3.99. Feature engineering and data quality recorded the lowest 
mean of 3.92. Although all values remained high, the lower ranking of feature engineering and 
validation suggested that these data-facing and methodological activities may require more focused 
improvement. These findings aligned with the dynamic DSEA loop because the strongest detection 
performance appeared where the detect, score, explain, act, and adapt phases circulated together rather 
than in isolation. 
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Figure 13: Mean Scores of Study Variables with Standard Deviation 
 

 
 
Reliability Analysis 

Table 4: Reliability Analysis of Study Constructs 
Construct Items Cronbach's Alpha Decision 

Anomaly detection modeling 6 0.89 Reliable 
Predictive risk scoring 6 0.87 Reliable 
Feature engineering and data quality 5 0.81 Reliable 
Model validation and performance 5 0.84 Reliable 
Analyst and institutional engagement 5 0.83 Reliable 
Framework design quality 6 0.91 Reliable 
Fraud detection performance 6 0.93 Reliable 

 
Table 4 presented the reliability results for the major questionnaire constructs. Cronbach's alpha was 
used to determine whether the items measuring each construct were internally consistent. The accepted 
threshold was 0.70, and all constructs exceeded this minimum. Fraud detection performance recorded 
the highest alpha of 0.93, indicating excellent internal consistency among items measuring early 
detection, false-positive control, calibrated risk, and faster investigation. Framework design quality 
recorded 0.91, confirming that items measuring the coherent integration of technical and institutional 
elements formed a reliable construct. Anomaly detection modeling recorded 0.89, predictive risk 
scoring recorded 0.87, and model validation and performance recorded 0.84. Analyst and institutional 
engagement recorded 0.83, confirming that items on communication, trust, and institutional 
coordination reliably measured the socio-technical dimension. Feature engineering and data quality 
recorded the lowest alpha of 0.81, which remained well above the accepted threshold and was therefore 
considered reliable. These reliability results strengthened the trustworthiness of the study by showing 
that the questionnaire measured the intended constructs consistently, and they supported the socio-
technical view that detection performance is measurable as a combination of technical and institutional 
practices. 
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Figure 14: Internal Consistency Reliability (Cronbach's Alpha) of Study Constructs 
 

 
 
Correlation Analysis 
 

Table 5: Pearson Correlation Analysis among Major Study Variables 
Relationship Tested r Significance Interpretation Link 

Anomaly detection modeling and framework 
design quality 

0.75 p < 0.01 Strong positive H1 

Predictive risk scoring and fraud detection 
performance 

0.69 p < 0.01 Strong positive H2 

Feature engineering/data quality and detection 
performance 

0.70 p < 0.01 Strong positive H3 

Model validation and detection reliability 0.65 p < 0.01 Moderate-to-strong H4 
Analyst engagement and detection performance 0.67 p < 0.01 Strong positive H6 
Framework design quality and detection 
performance 

0.78 p < 0.01 Strong positive H5 

 
Table 5 presented the Pearson correlation results used to examine the strength and direction of 
relationships among the major study variables. All tested relationships were positive and statistically 
significant at p < 0.01, indicating that stronger implementation of technical and institutional practices 
was associated with stronger fraud detection performance. The relationship between anomaly 
detection modeling and framework design quality recorded a strong positive correlation of r = 0.75, 
supporting H1 by showing that stronger anomaly-detection capability accompanied stronger 
framework design. Predictive risk scoring correlated with detection performance at r = 0.69, supporting 
H2. Feature engineering and data quality correlated with detection performance at r = 0.70, supporting 
H3 and indicating that feature quality and data cleaning contributed meaningfully to trustworthy 
outputs. Model validation and performance recorded r = 0.65 with detection reliability, supporting H4. 
Analyst and institutional engagement recorded r = 0.67 with detection performance, supporting the 
socio-technical argument that reliable detection depends on institutional and human behavior as well 
as technical systems. Framework design quality showed the strongest relationship with detection 
performance at r = 0.78, supporting H5 and confirming that coherent design was highly relevant to 
outcomes. These findings aligned with the dynamic DSEA loop because detection performance 
improved when the technical, methodological, and human phases circulated together as an integrated, 
adaptive cycle. 
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Figure 15: Correlation Strength among Major Study Variables 
 
 

 
 

Regression Analysis 
 

Table 6: Multiple Regression Results Predicting Fraud Detection Performance 
 

Predictor Variable Std. Beta (β) t-value p-value Decision 

Anomaly detection modeling 0.24 3.41 0.001 Significant 
Predictive risk scoring 0.26 3.72 <0.001 Significant 
Feature engineering and data quality 0.19 2.78 0.006 Significant 
Model validation and performance 0.16 2.49 0.014 Significant 
Analyst and institutional engagement 0.18 2.74 0.007 Significant 
Framework design quality 0.34 4.79 <0.001 Significant 

 
Table 7: Model Summary for Regression Analysis 

Model Indicator Value 

R 0.845 
R² 0.714 
Adjusted R² 0.702 
F-statistic 56.12 
df 6, 135 
Significance p < 0.001 

 
Tables 6 and 7 presented the multiple regression results used to determine the predictive effect of the 
independent variables on fraud detection performance. The regression model was statistically 
significant, F(6, 135) = 56.12, p < 0.001, indicating that the selected predictors collectively explained 
detection performance in a meaningful way. The model recorded an R value of 0.845, showing a strong 
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overall relationship between the predictors and the dependent variable. The R² value of 0.714 indicated 
that 71.4% of the variance in fraud detection performance was explained by anomaly detection 
modeling, predictive risk scoring, feature engineering and data quality, model validation, analyst 
engagement, and framework design quality. The adjusted R² value of 0.702 confirmed that the model 
remained strong after accounting for the number of predictors. Among the predictors, framework 
design quality showed the strongest effect, with β = 0.34 and p < 0.001, indicating that coherent 
framework design was the most important predictor of detection outcomes. Predictive risk scoring 
showed a significant positive effect, with β = 0.26 and p < 0.001, confirming that calibrated scoring 
improved detection performance. Anomaly detection modeling recorded β = 0.24 and p = 0.001, while 
feature engineering and data quality recorded β = 0.19 and p = 0.006. Analyst and institutional 
engagement recorded β = 0.18 and p = 0.007, and model validation and performance recorded β = 0.16 
and p = 0.014, a smaller but still significant contribution. These results supported the dynamic DSEA 
loop because detection performance was explained jointly by the technical, methodological, and human 
phases of the cycle, and they directly supported the study objectives by proving that the selected 
variables significantly predicted fraud detection performance. 
 
Figure 16: Predictive Strength of Factors on Fraud Detection Performance (Standardized Beta) 
 

 
 

Hypotheses Testing 
Table 8: Summary of Hypotheses Testing 

 
Hypothesis Statement Statistical Evidence Decision 
H1 Anomaly detection modeling has significantly 

influenced framework design quality. 
r = 0.75, β = 0.24, p = 0.001 Supported 

H2 Predictive risk scoring has a significant positive 
relationship with detection performance. 

r = 0.69, β = 0.26, p < 0.001 Supported 

H3 Feature engineering and data quality have 
significantly influenced detection performance. 

r = 0.70, β = 0.19, p = 0.006 Supported 

H4 Model validation and performance have 
significantly improved detection reliability. 

r = 0.65, β = 0.16, p = 0.014 Supported 

H5 Framework design quality has significantly 
predicted detection performance. 

r = 0.78, β = 0.34, p < 0.001 Supported 

H6 Analyst engagement has significantly 
strengthened detection performance. 

r = 0.67, β = 0.18, p = 0.007 Supported 

 
Table 8 summarized the results of the hypotheses testing and showed that all six hypotheses were 
supported by the statistical findings. H1 was supported because anomaly detection modeling showed 
a strong positive relationship with framework design quality and produced a significant regression 
effect, confirming that stronger anomaly-detection capability accompanied stronger framework design. 
H2 was supported because predictive risk scoring showed a significant positive relationship with 
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detection performance, meaning that better-calibrated risk scores were associated with stronger 
outcomes. H3 was supported because feature engineering and data quality significantly influenced 
detection performance, confirming that feature construction, cleaning, and data quality improved trust 
in results. H4 was supported because model validation and performance showed a significant positive 
effect on detection reliability, suggesting that rigorous backtesting and evaluation strengthened 
detection readiness. H5 was supported because framework design quality was the strongest predictor 
of detection performance, with β = 0.34 and p < 0.001, directly proving the main objective of the study. 
H6 was supported because analyst and institutional engagement showed a significant positive effect, 
linking the findings to the DSEA loop, in which the act phase of analyst triage and the adapt phase of 
feedback are essential to sustained performance. Overall, the hypotheses testing demonstrated that the 
study model was statistically supported and that both technical and institutional variables contributed 
to fraud detection performance in financial institutions. 
Framework Compliance Maturity Index 
The framework maturity index (MI) and the risk-control gap score were computed as shown in 
Equation (10). The maturity index is the mean maturity across the S lifecycle stages, while the gap score 
for a risk-control area a is the difference between its importance mean and its effectiveness mean: 

 

 

(10) 

Table 9: Machine Learning Fraud Detection Framework Maturity Index 
 

Framework Lifecycle Stage Mean SD Maturity Level Priority 

Data ingestion and labeling 4.22 0.53 Very high maturity Maintain and 
strengthen 

Feature engineering and selection 4.14 0.56 High maturity Maintain 
Anomaly model development 4.13 0.58 High maturity Maintain 
Risk-score calibration 3.98 0.66 High maturity Improve 

documentation 
Validation and backtesting 3.91 0.70 High maturity Needs attention 
Analyst review and feedback 3.88 0.72 High maturity Needs attention 
Deployment and monitoring 3.96 0.67 High maturity Improve consistency 
Overall framework maturity 4.03 0.63 High maturity Strong but 

improvable 
Maturity interpretation guide: 1.00–1.80 = Very Low Maturity, 1.81–2.60 = Low Maturity, 2.61–3.40 = Moderate Maturity, 3.41–4.20 

= High Maturity, 4.21–5.00 = Very High Maturity. 
 
Table 9 presented the Machine Learning Fraud Detection Framework Maturity Index, developed as a 
study-specific result to assess how mature the selected institutions were across major stages of the 
framework lifecycle. The overall maturity score was 4.03, falling within the high-maturity range and 
indicating that the case context generally demonstrated strong implementation of machine-learning 
fraud-detection practices. Data ingestion and labeling recorded the highest maturity mean of 4.22, 
reaching the very-high band and suggesting strong capability in acquiring, labeling, and organizing 
transaction data. Feature engineering and selection recorded 4.14, while anomaly model development 
recorded 4.13, showing that the core technical stages were relatively strong. Risk-score calibration 
recorded 3.98, indicating high maturity but room for improvement in producing well-calibrated 
probabilities and documenting scoring thresholds. Deployment and monitoring recorded 3.96, 
suggesting that models were operational but could benefit from more consistent drift monitoring. 
Validation and backtesting recorded 3.91, while analyst review and feedback recorded the lowest 
maturity score of 3.88. Although both values remained classified as high maturity, their lower ranking 
showed that methodological and human-facing activities required more attention than the core 
technical stages. This result aligned with the descriptive findings, where validation and feature 
engineering recorded the lowest means among the major constructs. The maturity index linked directly 
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to the DSEA loop because it showed that reliable fraud detection depends on continuous circulation 
through the detect, score, explain, act, and adapt phases, supported by feedback-driven retraining, 
rather than on one-time model development. 
 

Figure 18: Framework Maturity Across Lifecycle Stages 
 

 
 
Fraud Risk-Control Priority Matrix 
Table 10 presented the Fraud Risk-Control Priority Matrix, developed to compare the perceived 
importance and current implementation effectiveness of major risk-control areas within the framework. 
The gap score was calculated by subtracting the effectiveness mean from the importance mean, with a 
higher gap score indicating a higher improvement priority. The results showed that feature drift and 
data quality recorded the largest gap score of 1.15, followed closely by analyst trust and explanation 
quality with a gap score of 1.11. Both areas were therefore classified as very high priority, meaning that 
respondents considered them highly important while rating their current effectiveness lower than 
desired. False-positive rate control was also classified as very high priority, with an importance mean 
of 4.58, an effectiveness mean of 3.55, and a gap score of 1.03, reflecting the persistent burden that false 
alarms place on investigators. Model interpretability and transparency and account-takeover detection 
both recorded gap scores in the high-priority range. 
 

Table 10: Fraud Risk-Control Priority Matrix 
 

Fraud Risk-Control Area Importance Effectiveness Gap Priority 

Real-time transaction scoring 4.76 3.98 0.78 High 
priority 

Account-takeover detection 4.68 3.73 0.95 Very high 
priority 

Feature drift and data quality 4.61 3.46 1.15 Very high 
priority 

Analyst trust and explanation quality 4.53 3.42 1.11 Very high 
priority 

Model interpretability and transparency 4.64 3.71 0.93 Very high 
priority 

False-positive rate control 4.58 3.55 1.03 Very high 
priority 

Case-management integration 4.38 3.77 0.61 Medium 
priority 

Model governance and updating 4.33 3.62 0.71 High 
priority 
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Case-management integration recorded the lowest gap score of 0.61 and was classified as medium 
priority, suggesting that it was relatively stronger than other areas but still required continued 
monitoring. Model governance and updating recorded 0.71 and real-time transaction scoring recorded 
0.78, both classified as high priority. This priority matrix strengthened the findings by translating 
statistical results into practical improvement priorities. It also aligned with the DSEA loop, which 
emphasizes attention to weak signals, human trust, and continuous adaptation in an adversarial 
environment. The matrix showed that reliable performance required attention not only to core technical 
modeling but also to feature and data quality, false-positive control, model interpretability, and analyst 
trust, which supported the study objectives by identifying where framework improvements should be 
prioritized. 

 
Figure 19: Fraud Risk-Control Importance versus Effectiveness Gap Analysis 

 

 
 

Table 11: Summary of Key Findings by Objective and Hypothesis 
 

Study Objective Main Result Hypothesis Interpretation 

Examine influence of anomaly 
detection on framework design 
quality 

Anomaly modeling strongly 
correlated with design quality, r = 
0.75 

H1 Stronger anomaly 
detection improved 
design quality 

Assess relationship between risk 
scoring and detection performance 

Risk scoring significantly related 
to performance, r = 0.69, β = 0.26 

H2 Calibrated scoring 
improved outcomes 

Evaluate effect of feature 
engineering and data quality 

Feature quality significantly 
predicted performance, β = 0.19 

H3 Feature quality 
strengthened trust in 
results 

Determine role of model validation 
and performance 

Validation significantly predicted 
reliability, β = 0.16 

H4 Validation 
supported detection 
readiness 

Test effect of framework design 
quality on performance 

Design quality was the strongest 
predictor, β = 0.34 

H5 Design quality was 
central to 
performance 

Examine role of analyst 
engagement 

Engagement significantly 
predicted performance, β = 0.18 

H6 Engagement 
supported adaptive 
performance 

Identify maturity and risk-control 
gaps 

Overall maturity = 4.03; largest 
gaps in feature/data quality and 
analyst trust 

Supports 
overall 
model 

Data- and human-
facing controls 
required 
improvement 
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Table 11 summarized the major findings in relation to the research objectives and hypotheses, showing 
that all objectives were achieved and all hypotheses supported. The first objective was achieved because 
anomaly detection modeling showed a strong positive relationship with framework design quality, r = 
0.75, confirming that stronger anomaly-detection capability improved the coherence of framework 
design. The second objective was achieved because predictive risk scoring showed a significant positive 
relationship with detection performance, r = 0.69 and β = 0.26, demonstrating that calibrated risk 
scoring contributed to stronger outcomes. The third objective was achieved because feature engineering 
and data quality significantly predicted detection performance, β = 0.19, showing that feature 
construction and data cleaning improved confidence in results. The fourth objective was achieved 
because model validation and performance significantly predicted detection reliability, β = 0.16, the 
smallest but still significant coefficient, showing that rigorous evaluation contributed to detection 
quality. The fifth objective was achieved because framework design quality was the strongest predictor, 
β = 0.34 and p < 0.001, confirming the central argument of the research. The sixth objective was 
supported because analyst and institutional engagement significantly predicted performance, β = 0.18, 
linking the results to the act and adapt phases of the DSEA loop. The maturity index showed an overall 
score of 4.03, while the priority matrix identified feature and data quality, analyst trust, false-positive 
control, and model interpretability as the highest-priority improvement areas. Overall, the results 
proved that fraud detection performance in financial institutions depended on the combined effect of 
anomaly detection modeling, predictive risk scoring, feature engineering, model validation, analyst 
engagement, and framework design quality. 
FINDINGS 
This chapter presents the findings of the quantitative analysis conducted to examine how a machine 
learning–based fraud detection framework, integrating unsupervised anomaly identification with 
supervised predictive risk scoring, influences fraud detection performance in financial records. The 
analysis was based on data collected through a structured five-point Likert-scale questionnaire, where 
1 represented Strongly Disagree and 5 represented Strongly Agree. A total of 160 questionnaires were 
distributed to professionals involved in fraud analytics, data science, auditing, forensic accounting, 
risk, compliance, and financial-systems administration, of which 142 valid responses were retained for 
analysis, producing a valid response rate of 88.8%. 
The descriptive findings showed that all seven study variables were rated in the high-to-very-high 
range, with fraud detection performance recording the highest mean of 4.21 and feature engineering 
and data quality recording the lowest mean of 3.92. This pattern indicated broad agreement that the 
framework's components were positively present, while also signaling that feature and data-facing 
activities were perceived as comparatively weaker. The reliability findings confirmed that all constructs 
were internally consistent, with Cronbach's alpha values ranging from 0.81 to 0.93, allowing the study 
to proceed confidently to inferential analysis. 
The correlation findings showed that all six hypothesized relationships were positive and statistically 
significant at p < 0.01, with framework design quality showing the strongest relationship with detection 
performance, r = 0.78, and anomaly detection modeling showing a strong relationship with framework 
design quality, r = 0.75. The regression findings showed that the six predictors together explained 71.4% 
of the variance in detection performance, with framework design quality the strongest predictor, β = 
0.34, followed by predictive risk scoring, β = 0.26, and anomaly detection modeling, β = 0.24. The 
hypotheses-testing findings confirmed that all six hypotheses were supported. The maturity index 
found overall high maturity, 4.03, with the strongest maturity in data ingestion, feature engineering, 
and anomaly development, and the weakest in validation, calibration, and analyst review. The priority 
matrix identified feature and data quality, analyst trust, false-positive control, and model 
interpretability as the highest-priority improvement areas. Collectively, these findings demonstrate 
that a machine-learning framework combining anomaly identification and predictive risk scoring can 
substantially strengthen fraud detection in financial records, and that its reliability depends jointly on 
technical capability, methodological validation, and analyst engagement. 
DISCUSSION 
The findings of this study provide strong empirical support for the proposition that a machine-learning 
framework combining anomaly identification and predictive risk scoring substantially strengthens 
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fraud detection in financial records, and that its reliability depends on the joint operation of technical 
capability, methodological rigor, and institutional engagement (Arif Uz et al., 2025; Hossan, 2025). The 
result that framework design quality was the strongest predictor of detection performance, β = 0.34, is 
consistent with the study's conceptual argument that the value of anomaly detection and risk scoring 
is realized not through any single technique but through the coherent integration of detection, scoring, 
explanation, and analyst engagement (Abdallah et al., 2016). Interpreted through the dynamic DSEA 
loop, framework design quality captures how smoothly information circulates across the detect, score, 
explain, act, and adapt phases, so its dominance as a predictor reflects the loop's premise that 
performance emerges from the whole cycle rather than any single stage (Kanti, 2025; Shima Ali et al., 
2025). 
The strong relationship between anomaly detection modeling and framework design quality, r = 0.75, 
and the significant regression effect of anomaly detection on performance, β = 0.24, confirm the central 
role of unsupervised anomaly identification as a first-stage filter. These results align with prior studies 
showing that anomaly detection can surface novel and previously unseen fraud that rule-based and 
purely supervised systems miss (Chandola et al., 2009). At the same time, the comparatively lower 
means and maturity scores for feature engineering and validation suggest that respondents recognized 
the well-documented dependence of detection models on data quality; a detector is only as reliable as 
the features and labels that feed it (Bhattacharyya et al., 2011). The prominence of feature drift and data 
quality in the priority matrix, where it recorded the largest gap score of 1.15, reinforces the 
interpretation that practitioners view data quality as essential yet under-implemented, a tension the 
framework must resolve to remain effective against adaptive fraud (Amir, 2026; Mahmudul & Sadia, 
2026; Mst Shurovi, 2026). 
The significant contribution of predictive risk scoring, β = 0.26, the second-strongest predictor, supports 
the argument that calibrated probability scoring is decisive for prioritizing scarce investigative 
attention. By assigning each flagged record a calibrated fraud probability, the framework enables 
institutions to rank cases and control the trade-off between catching fraud and generating false alarms 
(Hand, 2009). This finding is consistent with the imbalanced-learning literature, which stresses that 
naive accuracy is misleading for rare events and that cost-sensitive scoring and appropriate evaluation 
metrics are essential (He & Garcia, 2009). The very-high-priority classification of false-positive rate 
control in the priority matrix, with a gap of 1.03, underscores that reducing false alarms remains a 
central practical challenge, since excessive false positives erode analyst trust and waste investigative 
capacity (Shima Ali et al., 2026; Nurul, 2026). 
The significant effect of analyst and institutional engagement, β = 0.18, provides direct empirical 
support for the socio-technical and vigilant-decision perspectives that underpin the study. This result 
indicates that even accurate, well-calibrated predictions do not achieve their full value unless analysts 
trust them and institutions act on them (Davis, 1989). The very-high-priority classification of analyst 
trust and explanation quality, with a gap of 1.11, together with the strong emphasis on model 
interpretability, suggests that the human-facing dimension of the framework remains the least mature: 
technical modeling capacity has advanced faster than the interpretive and institutional capacity needed 
to convert predictions into trusted action (Lockey et al., 2021). This pattern is precisely what the DSEA 
loop anticipates, since the act and adapt phases depend on analyst judgment and feedback to sustain 
performance against an adaptive adversary. Taken together, the results describe a framework that is 
technically strong at its core, with high maturity in data ingestion, feature engineering, and anomaly 
development, but comparatively weaker at its data-facing and human-facing margins, where feature 
quality, validation, interpretability, and analyst trust lag. The greatest gains in reliability are therefore 
likely to come not from further improving already-strong modeling but from strengthening feature and 
data quality, controlling false positives, deepening model interpretability, and investing in the analyst 
engagement that converts predictions into trusted, adaptive action (Rudin, 2019). This interpretation is 
robust across the descriptive, correlational, regression, maturity, and priority analyses, which 
consistently identify the same set of improvement areas. 
CONCLUSION 
This study set out to assess how a machine learning–based fraud detection framework, integrating 
unsupervised anomaly identification with supervised predictive risk scoring, influences fraud 
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detection performance in financial records. Using a quantitative, cross-sectional, case-based design and 
data from 142 valid respondents, the study found that all six hypothesized relationships were 
supported and that the framework's constructs together explained 71.4% of the variance in fraud 
detection performance. Framework design quality emerged as the strongest predictor, underscoring 
that the value of anomaly detection and risk scoring is realized through coherent integration rather 
than isolated technique. Anomaly detection modeling and predictive risk scoring were confirmed as 
central technical capabilities, while feature engineering and data quality, model validation, and analyst 
engagement were identified as significant but comparatively less mature contributors. 
The study concludes that a machine-learning framework combining anomaly identification and 
predictive risk scoring offers a substantial improvement over reactive, rule-bound, and opaque fraud 
detection, because it surfaces both known and emerging fraud, prioritizes scarce investigative attention 
through calibrated scores, and supports adaptation against an evolving adversary. However, the study 
also concludes that the reliability of such a framework is fundamentally socio-technical: its performance 
depends not only on the quality of anomaly detection and risk scoring but also on the rigor of feature 
engineering and validation and the strength of the interpretive and institutional arrangements that 
convert predictions into trusted action. The consistent identification of feature and data quality, false-
positive control, model interpretability, and analyst trust as the highest-priority improvement areas 
points to where future effort should be concentrated. In sum, the framework provides a promising and 
empirically supported basis for strengthening fraud detection in financial records, provided that its 
technical strengths are matched by corresponding investment in data quality, validation, explainability, 
and analyst engagement. 
RECOMMENDATIONS 
Based on the findings, several recommendations are offered for institutions, analysts, and regulators 
engaged in machine-learning fraud detection. First, organizations should strengthen feature 
engineering and data quality by monitoring feature drift, validating data pipelines, and documenting 
data-quality procedures, since feature drift and data quality recorded the largest improvement gap. 
Second, institutions should invest in false-positive control and calibrated risk scoring, tuning decision 
thresholds and cost-sensitive objectives so that alerts are both accurate and manageable for 
investigators. 
Third, organizations should invest in model interpretability and analyst-facing explanation, 
prioritizing feature-attribution and reason-code methods that make each flagged case understandable, 
so that predictions can be trusted, justified to regulators, and acted upon. Fourth, institutions should 
establish routine model-validation, backtesting, and retraining procedures, with consistent governance 
and documentation, to keep models effective against an adaptive adversary and to satisfy audit 
requirements. Fifth, organizations should prioritize the integration of real-time transaction scoring and 
account-takeover detection, given their high importance and moderate effectiveness. Finally, cross-
disciplinary coordination among fraud analysts, data scientists, auditors, and compliance officers 
should be formalized, consistent with the socio-technical finding that reliable fraud detection depends 
on collaboration across professional groups. 
LIMITATIONS OF THE STUDY 
This study has several limitations that should be considered when interpreting its findings. First, the 
cross-sectional design captured perceptions at a single point in time and therefore cannot establish 
causal direction or track how framework performance changes as fraud patterns and models evolve; a 
longitudinal design would allow stronger causal inference and better capture the adversarial drift 
central to fraud detection. Second, the study relied on a structured, perception-based questionnaire 
completed by professionals, so the results reflect informed expert assessment rather than direct 
measurement of detection accuracy, false-positive rates, or losses avoided; future work could pair 
perception data with technical performance metrics such as validated precision, recall, and cost-based 
measures. Third, the purposive sampling strategy, while appropriate for reaching knowledgeable 
respondents, limits the generalizability of the findings to the broader population and to institutions not 
represented in the sample. Fourth, the framework and its constructs were assessed at a general level 
across diverse financial contexts, and the relative importance of specific methods and controls may vary 
considerably between payment fraud, account takeover, financial-statement fraud, and money 
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laundering. Finally, the study did not directly evaluate the cost, data-availability, privacy, or 
adversarial-robustness constraints that may affect real-world implementation, which represent 
important avenues for future research. 
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